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Executive introduction 
 
For years, web giants such as Facebook, Google and eBay have been  
collecting vast quantities of data and analysing it to provide a faster, more 
relevant online experience. If you browse on eBay, the site will accurately 
recommend a range of products you’re likely to be interested in. Likewise, 
Facebook cross-references vast datasets to recommend friends and user  
groups that are ideal for you.

Today, Big Data isn’t just for big companies, though, and it isn’t just happening  
on the web. In fact, more and more organisations in multiple sectors are 
recognising its enormous value in terms of gaining new competitive insight.

Like all new technology innovations, Big Data has specific infrastructure  
and application requirements. Without the right supporting technologies  
in place, Big Data is too slow, too expensive, and unable to provide the  
insight businesses need.
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The Ubuntu Big Data advantage
Ubuntu Server, which supports large, commoditised, distributed 
environments, is a great fit for Big Data scenarios. Perfect for in-house 
environments and for cloud-based systems, Ubuntu provides the vast 
scalability and economies of scale that Big Data demands.

In this white paper, we take a brief look at how organisations in a  
range of sectors are building Big Data into their planning and customer 
fulfilment strategies to gain competitive advantage. We’ll also  
explore a few reasons why Ubuntu has become a dominant operating  
system in the Big Data space and a great choice for anyone doing  
Big Data for the first time.
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What is Big Data?
In simple terms, Big Data is any operation concerned with the analysis  
of massive, unstructured datasets to gain business insight. Wikipedia defines 
it as datasets that “grow so large that they become awkward to work with,” 
presenting difficulties in terms of “capture, storage, search, sharing, analytics, 
and visualisation.” Typically, datasets grow to these enormous sizes when  
they are captured by sophisticated, always-on devices, from aerial sensory 
technologies, software logs and cameras, to microphones, wireless sensor 
networks and optical network components.

While this massive growth in data presents significant management and 
analysis challenges, it also offers a range of benefits for organisations across 
all sectors. Examples given in Wikipedia’s definition of Big Data include 
“spotting business trends, preventing diseases and combatting crime.”1

To drive business value from this kind of data, Big Data solutions must  
address three major challenges:

•  Harnessing unstructured data 
That includes a wide variety of data types, parameters and fields. Data may 
come from extremely diverse sources, from customer databases to logs 
generated by telephony routers or reports from medical equipment. Many 
Big Data technologies, such as Hadoop and NoSQL databases, are extremely 
flexible in terms of how they store, combine and analyse data types. This 
departure from the restrictions enforced by schemas in traditional relational 
database management systems (RDBMSs) allows companies to extract new 
business value from their data – whatever it is and however it’s stored.

•   Managing massive data volumes 
Increasingly, organisations are collecting and storing enormous quantities  
of data in the course of their normal activities, whether this relates to 
people, processes or assets. To analyse this information, large, powerful, 
distributed systems are needed, often requiring Big Data applications to  
be run on clusters of 200+ machines in the datacentre or in the cloud.  

•  Getting results fast 
Often, Big Data operations aim to generate specific results, such as sales  
by demographic, or performance of industrial production equipment.  
Fast-moving businesses simply can’t afford to wait for this kind of insight,  
so Big Data infrastructure and applications must be highly responsive.

In some Big Data deployments, speed is paramount, while others push the 
boundaries in terms of data volumes or diversity. However, many companies 
face all of these three challenges at once, making the performance, flexibility 
and scalability of Big Data infrastructure critical.

1  http://en.wikipedia.org/wiki/Big_data
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The Big Data revolution
Even a year ago, no one was even talking much about Big Data. The  
web giants were doing it, but it was well out of reach for everyone else.

While even the largest organisations lacked the infrastructure, tools  
and skills to turn large datasets into meaningful business intelligence  
just 12 months ago – the Big Data vision is now reality for organisations  
of all sizes, across all business sectors.

In part, this is thanks to a number of exciting open-source solutions that 
address the three key technology challenges of Big Data – making it possible 
to collect, store and analyse vast, diverse datasets rapidly in distributed 
environments, or in the cloud. Combined with commodity hardware and  
public cloud infrastructure, emerging open-source solutions have lowered  
the Big Data bar for organisations of all types and sizes.

Here are just a few scenarios that showcase how organisations in distinct 
industry verticals have used Big Data to their advantage:

Industry vertical Possible Big Data  Benefits 
 applications

Financial services Risk analysis Reduced operational risk
 
 Customer service  Enhanced customer  
 analysis relationships and   
  targeted marketing
 Anti-money laundering
 (AML) analysis Reduced fraud and
   money laundering

Transport Fuel consumption costs Reduced operating costs 
analysis 
 Impact of weather More effective planning
 on journey times and resourcing

Contact centres Voice to text processing Improved customer  
  service records and  
  reduced manual data  
  entry process
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Open-source: the right foundation for Big Data
To accommodate Big Data applications, underlying technology infrastructure 
must be scalable, powerful and hugely reliable. What’s more, the applications must 
be designed to scale well in distributed environments, and deliver results fast.

For these reasons, Big Data applications are often deployed in the cloud, where 
resources can be added and removed quickly on demand with a ‘pay-as-you-go’ 
model. For smaller organisations, the cloud is the only financially viable way  
to access the significant computing resources required.

While many proprietary software vendors have cloud offerings and claim to 
offer virtually unlimited scalability, their commercial model is often a barrier 
to entry. The standard ‘use more, pay more’ approach doesn’t lend itself to 
computing elasticity, or to cost-effective Big Data analytics.

Proprietary database solutions that try to address the needs of processing huge 
amounts of unstructured data have been available for some time but they have 
been prohibitively expensive for all but a few organisations. Open-source 
technologies provide a much more scalable, cost-effective solution for Big 
Data. Whether they are deployed behind the corporate firewall or in the  
public cloud, open-source Big Data solutions allow you to spin up hundreds  
of servers to manage processing and storage in seconds. They also allow you 
to upload data and run complex analytics – and pay only for the resources you 
use – taking servers and services offline instantly when the results are in.
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Why Ubuntu for Big Data?
Of all the open-source platforms available, Ubuntu offers a number of  
distinct advantages for organisations doing Big Data analytics. Here are  
just a few reasons why Ubuntu is your best choice:

1. SUPPORT FOR THE LATEST BIG DATA TOOLS

The worldwide Ubuntu developer community has optimised a large  
number of Big Data applications to run on Ubuntu Server, including Hadoop, 
Cassandra, Mongo DB and many more. With new releases of Ubuntu scheduled 
and delivered every six months, Ubuntu offers all the latest developer tools  
in this fast-moving market – ensuring we remain the platform of choice for  
Big Data development.

Critically, all Big Data optimised for Ubuntu can be deployed seamlessly 
 in the datacentre or on private or public clouds.

Major Big Data applications currently available on Ubuntu include:

• Hadoop

• Cassandra

• MongoDB

• CouchBase (Membase Server, memcached, CouchDB)

• CouchBase Server

• Neo4j – graph database

• Condor

• Riak

• Redis

Watch this space! More are being added all the time.
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2. CLOUD COMPATIBILITY

Big Data applications typically demand intensive computing resources for 
short periods of time. As such, they lend themselves to deployment in the 
cloud, where organisations can spin up resources quickly and take them  
down when they’re no longer needed – paying only for what they use.

In this context, Ubuntu’s native support for private and public clouds makes  
it an ideal platform for Big Data. With best-of-breed cloud infrastructure  
built into Ubuntu Server, organisations can achieve the required levels of 
computing elasticity, with real-time resource provisioning and scaling.

3. RAPID DEPLOYMENT

Because Big Data applications are deployed to provide focused results or 
reports, the infrastructure that supports them must be fast and easy to deploy.

To meet this need, Ubuntu comes with a range of tools for rapid infrastructure 
and service deployment.

These innovative tools include provisioning tools which automate the process 
of installing Ubuntu instances on ‘bare-metal’ servers. What’s more, technologies 
such as Juju, Puppet, Chef and Cloud-init make it fast and convenient to 
configure new infrastructure resources to support Big Data operations.
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UBUNTU IN ACTION: LIVETALKBACK AND THE BRITAIN’S GOT  
TALENT BUZZER

In Britain’s Got Talent, the judges vote off bad acts quick smart. Now,  
though, everyone watching the show at home can buzz too, thanks to  
an innovative Big Data solution from Livetalkback.

Malcolm Box, Co-Founder and CTO of Livetalkback says: “Using Ubuntu  
in the cloud, we can ramp up our infrastructure to handle millions of  
viewer requests on a Saturday night. After the show, we simply take  
servers down and pay only for what we use – which makes the whole  
exercise economically viable,” he adds.

“With Ubuntu, we get great performance at a fraction of the cost  
of proprietary software, and we never have to guess how many  
licenses we’ll need beforehand – which means we can keep costs to  
an absolute minimum for our clients and maximise profitability.”
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4. SERVICE-ORIENTED DEVELOPMENT

Big Data applications are essentially services that require a certain number  
of app servers, database servers and so on. Ubuntu makes them faster to 
deploy in the datacentre or cloud with Juju, an innovative tool for provisioning 
services and their underlying infrastructure components.

For example, systems administrators and DevOps can use Juju to deploy  
Big Data apps in a matter of minutes using simple, pre-written ‘charms’.  
These encapsulate all the knowledge required for deployment of the 
application. A systems administrator can then choose how many back-end 
databases, web servers and application servers they need to support the  
app and provision and interconnect them in seconds.

A large number of Big Data charms are already available for Ubuntu, including:

• Hadoop

• MongoDB

• Cassandra

• Redis

• Riak

• Lexis Nexis

To experience the power of Juju first hand, visit: juju.ubuntu.com
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UBUNTU IN ACTION: MUSIC METRIC 

Music Metric, an innovative London technology company, provides unique 
insight for music industry players and artists. It does this by analysing  
vast quantities of online data from music download sites, social networks,  
and blogs. To collect and process this information on an hourly basis,  
the organisation operates a large, three-tiered IT infrastructure. This  
is powered from end-to-end by Ubuntu 10.04 LTS, from cloud-based  
data collection systems, to the company’s Hadoop Big Data analysis  
cluster and data presentation tools.

With a single OS image supporting Music Metric’s entire IT stack,  
development and routine administration is far simpler. What’s more,  
Ubuntu’s long-term support ensures that the company’s critical  
systems are totally stable and constantly available.

Jameel Sayed, CTO of Music Metric, says: “Hadoop on Ubuntu enables us  
to co-ordinate lots of machines to work together processing and aggregating 
massive volumes of data. We feed in the raw information at one end and  
get lots of different measures of artist popularity out the other.”
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5. NO LICENSING RESTRICTIONS

Proprietary and commercial open-source systems all follow the same 
commercial model: use more, pay more. This is an extremely impractical model 
for Big Data, which requires massive computing power, storage and scalability.

Ubuntu Server offers a cost-effective way of doing Big Data, with no need for 
costly, per-machine licenses. Because our technology is free to download and 
deploy, you can deploy 50, 100 or 500 additional servers in your datacentre or 
in the cloud to support your Big Data activities at no extra cost.

There’s only one caveat.

We’d recommend you contract enterprise support from Canonical – the 
company behind Ubuntu – to protect your mission-critical Big Data operations, 
which obviously has a cost implication. However, downloading and deploying 
Ubuntu Server is, and will always be, free.

6. OUT-OF-THE-BOX HARDWARE SUPPORT

The Ubuntu Server operating system is certified to run on low-cost, 
commoditised hardware in the datacentre. This is a key benefit for Big Data, 
which requires significant computing resources.

To provide the widest possible choice of hardware infrastructure for Big Data 
applications, Canonical guarantees Ubuntu Server for more than 220 servers 
and recent x86 CPU devices from all major manufacturers. Since the release  
of Ubuntu 11.10 in October 2011, Ubuntu Server will also be available to run  
on ARM-based servers, providing additional power consumption and  
space-saving options for Ubuntu infrastructures.

Critically, Ubuntu also supports all hardware compatible with Open  
Compute Project (OCP) standards, which enable open-source-based  
software to be deployed seamlessly on hardware devices direct from 
participating manufacturers.

A full list of hardware that is supported by Ubuntu Server is available at:  
ubuntu.com/certification
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In summary…
Open-source technology in general, and Ubuntu in particular, are helping 
organisations of all types and sizes convert massive datasets into meaningful 
business intelligence.

Ubuntu makes this possible with technologies for distributing NoSQL 
databases, file systems and innovative Big Data applications such as Hadoop, 
across tens or even hundreds of nodes.

Today, Ubuntu is one of the leading operating systems for supporting  
Big Data applications and new Big Data development – both on dedicated 
hardware and in the cloud. This, combined with our six-monthly release cycle, 
ensures that all the latest Big Data applications and functionality are always 
available on Ubuntu.

Equally importantly, our commercial model makes Ubuntu ideal for Big Data. 
Unlike proprietary systems, our software can be deployed on any number  
of servers with no additional licensing costs, enabling organisations to scale  
Big Data activities without restrictions.

Finally, enterprise-class support is available from Canonical for servers  
running Big Data environments, ensuring organisations can get better  
results, faster.

If you do want more information on Ubuntu, how it works, what it offers,  
and how it can benefit your business today, please register your details at:

ubuntu.com/business/services/contact

Alternatively, you can download any of our white papers at:

canonical.com/whitepapers


